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HUMAN-LIKE COMPUTING
Report of a Workshop held on 17 & 18 February 2016, Bristol, UK
Summary
In February 2016 EPSRC organised a meeting to discuss the concept of human-like computing
and what it would take to design systems that could emulate human performance. The starting
point was the recognition that current artificial intelligence and machine learning systems were not
human-like in their construction and had limitations in their applications.
The meeting identified the challenges that would face researchers:
• Is it possible to design computer systems that could perform tasks like a human?
• What would be the characteristics of such systems?
• What research steps would be needed to get there?
• Which disciplines would need to be involved?
• What new applications would this enable
It heard examples from the keynote speakers Keith Stenning and Wolfgang Wahlster on the
limitations of current approaches, some directions being taken by research is currently and the kind
of situations where human-like systems could make an impact.
Participants then identified what might need to be put in place to begin to design a human-like
computing system:
• multidisciplinary teams would be key to bringing together computing science disciplines
with psychology and sociology as well as practitioners in any potential application domain.
• The research would progress as an iteration between science and engineering
• Drivers could include identifying:
o what computers could do better, or more of
o what we as humans do not do but could do with support and
o what we as humans do not do yet.
• Attributes and abilities could include: social reasoning, general responsibility, and ability to
learn, explain and introspect.
• Such systems could provide deep interactive experiences and be creative.
• They will make use of small data and will need to be able to learn and make informed
suggestions.
• They would need to have social autonomy, shared understanding and meaning.
• Be able to understand gestures, facial recognition.
The ethics of human-like systems would also need to be considered. It could be argued that such
systems would be more socially desirable than those available currently as they would be able to
explain themselves and thus allow hybrid working. However, any research would need to be set
within the responsible research and innovation framework considering the technologies and the
social context and understanding that social context.

1. Background
There is no security against the ultimate development of mechanical consciousness, in the fact of
machines possessing little consciousness now. A jellyfish has not much consciousness. Reflect
upon the extraordinary advance which machines have made during the last few hundred years,
and note how slowly the animal and vegetable kingdoms are advancing. The more highly
organised machines are creatures not so much of yesterday, as of the last five minutes, so to
speak, in comparison with past time
Samuel Butler, Erewhon (1872)
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The idea of intelligent machines that can interact with humans has been around for many years,
and if you count automatons, centuries. In recent times studies in AI and machine learning have
led to advances in computing such that machines can take on humans at Chess and Go and beat
them.
Despite impressive performance machine learning systems like Alpha Go cannot explain their
reasoning. The inscrutability of statistically-based machine reasoning limits its applications in many
areas, particularly when the outcomes have impact on humans. This is the case, for instance, in
safety critical areas, law cases, medical diagnosis, job interviews, credit assessment and building
or vehicle design. A system that could produce explainable human-like reasoning have
applications in a number of areas.
With this background the idea of creating systems that could emulate human performance was
seen as a potentially important new direction for the Engineering & Physical Sciences Research
Council’s (EPSRC) Information and Communication Technologies (ICT) theme. The topic was
incorporated into its strategy and discussions started about how an initiative could be developed.
We decided that the topic was complex and would need various communities: computer and
cognitive sciences, psychology, sociology, etc, to come together to map out the research
landscape needed for any programme in this area. A Call for Expressions of Interest to take part in
a Workshop to discuss the topic was issued in the Autumn of 2015. We had far more applications
than we could accommodate demonstrating a high degree of enthusiasm for human-like
computing. Participants were selected on the basis of the ideas they put forward and to ensure that
we had a mix of disciplines. The workshop took place at the Mercure Holland House Hotel in
Bristol on 17 & 18 February 2016.

2. Format
The first day began with an introduction to the purpose of the meeting from Nigel Birch (ICT theme,
EPSRC) and an explanation of the background and context from Liam Blackwell (ICT Theme Lead,
EPSRC).
This was then followed by two scene-setting keynotes from Professor Keith Stenning (University of
Edinburgh) and Professor Wolfgang Wahlster (DFKI, Germany). After the talks, the speakers were
joined by Caroline Jay (University of Manchester) for a discussion of the issues and challenges
presented by the idea of designing a human-like computing system.
The participants then broke into four groups where the disciplines were mixed to discuss the
characteristics of a human-like system and where such systems might be applied.
The final session of the day provided an opportunity for informal discussions around posters
describing participants’ relevant research.
The second day was devoted to plenary and breakout sessions that added to the ideas generated
earlier, with a diversion into possible applications with a talk from Mike Evans (BBC research) on
their use of computing and in particular the kind of areas where a human-like system might prove
useful.
Participants recognised that the idea of a computer that could emulate human performance could
be of concern. This led to a lively discussion of how the research could be set into the framework
of Responsible Innovation.
The outputs from these discussions are set out in the following sections.
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3. Introduction: What is Human-like computing?
The working definition we adopted is:
“offering the prospect of computation which is akin to that of humans, where learning and making
sense of information about the world around us can match our human performance.”
Some examples:
Two people are moving heavy objects together. Without discussion they agree on which one of
several objects to move and who picks up each end, they select grips in ways that complement the
other’s action, and start to lift at almost exactly the same time.
A dancer watches a video of a performance: it is in two dimensions. After seeing it once the
performer copies the movements in three-dimensions and goes on to incorporate elements of the
original with others to form a new routine.
A human tennis coach watches a player and identifies how a stroke could be executed differently
to ensure the ball lands correctly. Computers presently cannot do this, so would need to have
techniques which build a model of a particular person's tennis stroke and then generate symbolic
instructions which tell the player how to make the improvement.
These examples show activities that humans can carry out well but which computers currently find
difficult. Current machine learning systems are not coordinated to do these kinds of tasks. They
also need many examples to work from – one is not enough.
This leaves a lot of scope for what a human-like system might comprise, but we were clear it was
not traditional artificial intelligence (or artificial general intelligence), machine learning or decision
support systems. Human-like computing as envisaged in this definition would require a new
approach, one that brings together various disciplines in computer science as well as psychology,
sociology and the arts and humanities.
Humans are good at drawing on their common-sense background knowledge, they are quick to
learn from if you examples and can apply lessons learned in one situation to instances that occur
in different contexts. All things that are well-nigh impossible for today’s computers.
Over the past couple of decades studies in artificial intelligence and machine learning have led to
computers with the ability to carry out many complex tasks such as recognising faces, tracking
moving objects, even driving cars. However, computers still have a long way to go before they can
emulate human performance.
For all these advances these approaches still have limitations. The systems generating the results
still have a basic technical flaw which is related to the lack of comprehensibility of their workings.
As a computing technology this is serious because it means that humans are shut out from
interacting with such systems. This, in turn, has serious implications not only in safety-critical
settings, but also in normal human interactions which rely on estimations of intentions, nuance and
implication. These are the issues which an initiative in Human-like Computing would need to
address: taking a different route to ensure that there is a more reliable approach for situations
which require close interactions with human users.
Computers that could emulate human performance could have useful impacts in many fields: for
example, medical, legal, training and education, manufacturing.
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4. The challenges
The workshop addressed the challenges that face researchers attempting to design human-like
systems. These included:
• Is it possible to design computer systems that could perform tasks like a human?
• What would be the characteristics of such systems?
• What research steps would be needed to get there?
• Which disciplines would need to be involved?
• What new applications would this enable?

5. The keynotes
(a) “What is human-like computation like?” Professor Keith Stenning, Universities
of Edinburgh and Giessen
Professor Stenning began by stating that what is known about human-like computation is
currently scattered across subfields: reasoning, decision, memory, social psychology, etc. It
represents a shift from classical logic to probability as the single normative standard for many
researchers and both these adversarial extensional systems require intentional setting - the
background within which extensional models are set up.
Logic Programming (LP), with a suitably cooperative semantics, is a good candidate for this
interpretative reasoning. It is an important source of the flexibility of human computation.
Reasoning to interpretations is part of a multiple logics/systems program for the cognitive science
of reasoning. LP is of much broader application than language processing.
Discourse Semantics: Reasoning to interpretations
“John pushed him” and “Max fell' are two short sentences of English which are logically unrelated.
“Max fell. John pushed him” is a discourse. If initial, the likely interpretation is that the first sentence
introduces an effect and the second a cause. Suddenly the sentences are logically related, and
cohere in a unique minimal model. How did that happen?
We know from 1970s work that if listeners cannot get such a model, they cannot process the
discourse. We also know that this happens very fast within the next clause and that it involves
inferential retrieval from a large knowledgebase which is 99.9. . .% irrelevant
The next sentence is “Max and John are two pet goldfish”. This continuation is highly improbable
and problematical, not because it is low probability, but because fish have trouble falling in water.
However if we add “As their bowl bobbed in an eddy on the brink of Niagara Falls, John ejected
Max . . .” this doesn't increase the probability, but it resolves the causal impasse of falling fish.
Logic Programming is a good framework for modelling interpretation
LP can be viewed as an abstract model of Long-Term/Working memory relations. The
knowledgebase (KB) is long-term semantic memory with a set of program clauses which are
conditionals. They are (in our cooperative Kleene semantics) treated as `contentful licences for
inference'
The unique current preferred minimal model is working memory. The conditionals' abnormality
clauses allow them to be robust to exceptions. Just like the dominant reading of
natural language conditionals LP models `automatic' reasoning and is scalable to large
KBs and at least in the version before constraints, neurally implementable.
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LP integrated with fast and frugal heuristics (FFHs) in decision
Professor Stenning’s current work extends [Cummins, 1995] by combining FFHs with LP in a
probability-free model of naïve causal reasoning.
Take the statement “if the brake is pressed, the car slows down” estimate the reliability of this
conditional and generate the defeaters of MP and AC inferences. The main finding, judged
reliability, is strongly inversely predicted by number of defeaters generated. LP can find cues
(`defeaters') on-the-fly and can estimate their validity non-probabilistically, all the while constructing
the `internal mental context' of decision.
The good fit to predicting reliability judgments demonstrates subjects' coherence. Defeater
generation is an inferential memory retrieval task (cf. the fluency heuristics)
There is nothing particularly linguistic about LP (or discourse semantics)
LP has been used in robotics for modelling “motor control”. What is essential is a process
maintaining a single preferred minimal model of the situation in the light of any available relevant
information. LP can model pre-linguistic teleological learning in 14-month olds.
Goals are our best way into values, preferences, emotions, and so on. LP is a logic of planning and
action (communication is now social action). It is a basis for defining a qualitatively distinct kind of
uncertainty.
If you do probability, then LP may be where your probability models come from
[Pearl, 2000] makes clear why Bayes Nets (BNs) require their structural properties to be supplied
by some such process as default reasoning (see discussion in [Stenning and van Lambalgen,
2016]). In the sub-case of causal reasoning, there are direct LP/BN correspondences. Granted a
neural implementation, many conditional frequencies of past reasoning can be monitored. For
human reasoning, a critical empirical question is whether, and if so when, naive reasoners proceed
from the LP structural core to probability models. Much can be done with heuristics and conditional
frequencies stopping short of probability.
Engineering
Ironically, if any of these claims for LP stand up, some human-like computation is computationallogic-like. The fact that LP scales computationally does not mean that we understand how human
LTM is structured. Flexible interpretation is what links the other frameworks (classical logic,
probability, etc).
A few things that people do, require only one system: System 1 is not an associative mess
approximating classical logic (LP is the best worked out example of a System 1 process)
In summary
•
•
•
•
•
•
•

Flexible interpretation makes human computing human-like
It is a necessary precursor to other systems
It is cooperative (in a technical, but important sense), in contrast to extensional systems
(classical logic, . . . )
Much of human reasoning is about interpreting humans - no mean task
Inferential memory is the organ of human nonmontonic reasoning
LP is computationally light-weight| - LP plus computing with proportions. "What more?" is
the question
Understanding interpretation is a human-like approach to studying computation
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(b) “Teaming up People with Human-like Computing Agents” Professor Wolfgang
Wahlster, CEO, DFKI, Germany
Professor Wahlster’s talk covered what he saw as the issue in human-like computing. He
discussed integrating deep and shallow processing and, resource-adaptive and “any time”
computation. He finished by describing the HYSOCIATEA project at DFKI.
He summarised the characteristics of human-like computing (Table 1)
Autonomous

Self-organising

Proactive

Self-learning

Adaptive

Goal-oriented

Self-explanatory

Flexible

Resilient

Cooperative

Table 1: Characteristics of Human-like computing

Human-like computing must be able to deal with the challenges of common sense problem-solving.
See Table 2.
Problem

Method

Uncertainty

probabilistic frameworks

Vagueness

possibilistic frameworks

Incompleteness

non-monotonic logics and POMDPs

Resource
boundedness

any time algorithms and meta-reasoning

Table 2: Challenges of Common-Sense Problem-Solving

A major challenge would be to develop a system that could emulate the sensory-motor stage in
children’s development. This usually lasts up to the first two years of a child’s life. In this stage
children imitate observed activities.
Most machine-learning algorithms require training on thousands (or in AlphaGo’s case, millions) of
examples. A child learns from one or only a few training examples.
Human-like computing would have multiple applications in situations where humans need to
collaborate with computers in solving problems. Such collaboration is a mixture of engagement,
contribution, understanding and planning. Any system would need to understand beliefs, intentions
and plans. It would also need to be able to analyse activities and events and relate actors and
objects in space and time.
One possible mode is to develop “augmented” cognition. This would link perception, attention,
memory, inference planning and learning between human cognition and a human-like computing
system. The application for such systems were numerous. See Table 3 for some examples.
6

Collaborative robots

•
•
•

Autonomous systems

•
•
•
•
•

industrial/assistant teams for cyber physical
production systems and smart
manufacturing
logistic, retail, sales assistant, service
robots
robotics for surgery, rehabilitation and care
of the elderly
self-driving vehicles
underwater and space robots
emergency and rescue robots
building mutual trust and demonstrating
accountability for subtasks
compensating weaknesses of individual
members by empathetic help

Table 3: Some possible applications of human-like computing systems

In conclusion Professor Wahlster summarised by saying:
• Human-like computing technology can leverage and extend the sensing, cognitive, and
acting capabilities of humans
• One of the lessons learnt from successful large-scale projects in speech-to-speech
translation, self-driving cars and cyber-physical industrial production systems in Industrie
4.0 is that only the combined muscle of various sub-symbolic and symbolic approaches
leads to human-like computing capabilities.
• Human-like computing must be based on multi-layered cognitive architectures, including
multi-blackboard and multi-engine systems supporting anytime processing strategies.
• The key to human-like computing is bridging the best numeric and symbolic approaches so
that people can team up with cognitive agents for solving complex tasks together based on
an ideal fusion of human and machine intellect.

6. Panel Discussion
Following the keynotes, the speakers were joined by Caroline Jay (University of Manchester) to
explore with the audience some of the challenges posed by the concept of human-like computing.
The discussion touched on:
• augmenting human performance
• fusion of human and machine
• the need to coordinate research across different disciplines
Participants considered that human-like computing was about improved interaction with humans
and one of the keys would be the identification of where the machine needs to be more like us.

7. Summary of breakouts
The sessions were wide-ranging with delegates identifying a number of areas where human-like
computing could augment tasks. These included:
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•
•
•
•

Removing the second pilot from planes. This would require social interaction between
human and machine.
Driverless cars, which would similarly need interaction with humans.
Training and teaching, including interviewing practice. There was a question here about
how such systems could be used: the domain was not as clear cut as the two above.
In clinical situations as part of a decision making process with the patient where the patient
takes an active role. (See “Physician’s assistant” at Annexe 1)

Some of the characteristics that it would be important for the system to have were also identified:
• Collaboration
• Improvisation
• Explanation
• Being opportunistic
• Having an ability to deal with one-off situations
• Fast response times
• Adaptability
Any system would need to provide deep, rich, interactive experiences. It would also need to exist in
a social context.
The ethical dimension must also not be forgotten.

8. Outputs from the breakouts
Following the introductory keynotes and discussions the participants were divided into a number of
multidisciplinary groups for a series of discussions.
The outputs of these discussions can be grouped into four:
• General research challenges, including the disciplines needed to address those challenges
• Characteristics of a human-like computing system
• Open-ended context and rich social interactions including some examples of possible
systems
• Responsible innovation
There were also discussions around possible application areas

(a) General research Challenges
There are a number of significant challenges that need to be addressed. This includes developing
models of human traits that can be applied into a human-like system. These include:
• Ethics and trust: these are subtle human interactions. What can gain human trust and how
can it be obtained?
• Symbolic/sub-symbolic:
• Improved reasoning
• Learning across representations
• Managing communication
• Higher level: meta-cognition
• Psychologically inspired systems
• Social norms, trust and social intelligence
• Knowledge: representation , change, acquisition, formalisation, ontologies
• Robotics
• Natural language understanding
• Decision science
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Disciplines
Disciplines that will need to come together to address these challenges include:
• Artificial Intelligence, Machine learning and agent theory
• Psychology (cognitive, social)
• Computing software methodologies
• Robotics: sensors, computer vision and haptics
• Decision science
• Natural language and speech processing
• Mathematics and computer science
• Semantics
• Reasoning
• Ethnography
• Medical expertise/Telemedicine (but this must go beyond the state of the art)

(b) Characteristics of a human-like computing system
The key questions that could drive research are:
• What computers could do better or more of?
• What we as humans do not do but could do with support.
• What we, as humans, do not do yet.
A successful system will include the following abilities and attributes (amongst others):
• Social reasoning, general responsibility (learning what is good), responsiveness (learning,
explaining, introspection)
• Learning not just what is good but also inventing measures of value (utility, aesthetics)
• Deep rich interactive experiences:
o as interlocutor
o in interactive games
• Creative: performing cooperative tasks (sensitive, artistic)
• Having reward motivation (including recognising stakeholders and understanding their
different and possibly conflicting rewards)
• Embodiment, tangibility
• Systems that are learning from (and part of) a social context. Predictability of multiple
systems
• Making use of small data - learning will be required
• Making informed suggestions eg Socratic dialogue
• Knowledge elicitation in the mind - deep communication and the role of memory. (Does
incomplete memory have advantages? Can we elicit knowledge by observing how experts
teach more inexperienced colleagues?)
• Communication: structures that mean things - can a computer create meaning?
• Interactive experiences like video games, but with more depth of experience (see
Donton/Tolstoy)
• Self-reflective systems that ask for more information and know when to pass the job to
others. This means a system that is self-aware and aware of its limitations
In designing any system we need to beware of advanced tests that represent skills that are rare in
humans. Research and design needs to focus on things that are easy for humans, but hard for
artificial intelligence.
Learning in this context is currently undefined. Do we mean individual learning or social learning or
both?
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Other points:
• Collaboration: improvisation
• Explanation: 1 or 2 shot learning (very small data) and training
• Opportunistic: being aware of evolving events (recognising changes in context and dealing
with new, unforeseen contexts)
• Human-scale dynamics and social intelligence: adaptability
• Recovery
• Being polite (or not) and recognising politeness and rudeness.

(c) Open-ended Context-rich social interactions
A number of points emerged under this heading:
• Human-like social learning evolved only once, so maybe this is hard.
• Systems will need to demonstrate:
• Social autonomy
o Emotional engagement
o Social reasoning: trust, commitment, obligative, cooperative game theory, social
ontology, motivation
• The role of systems/human
• Understanding and generating conversational intent and plans including dialogue
management and turn-taking
• Shared understanding of meaning - grounded semantics
• Gestures, facial recognition and generation
• Extended experiential learning
• Cooperative problem solving
• Domain specificity
• Flexibility vs containment
• Need a clear idea of what a successful interaction would involve
How to address the challenges?
• Iteration between psychology and engineering
• Joint interdisciplinary projects
• A variety of goals: deep understanding
• Embed a community
• Linguistics, pragmatics, arts (writing narratives, create characters), psychology, (the right
kind of) philosophers
• Multi-agent systems community, HCI, NLP, robotics (those interested in interacting with
humans), speech synthesis, social signal processing, virtual environments.
What characteristics does the interaction need?
• need to describe what open-ended interaction looks like
• programming a base level of performance, and
• being able to learn on top of that, but not resulting in negative behaviour.
The challenges
• Representational change or creation
• Embodied cognition. This will require ooperative action:
• tacit communication
10

•

• high level influence of motor control
• analysis of physical action
• informal extraction from casual conversation
High level aim:
• unified theory of cognition (a platform for system building drawn from multiple
disciplines

(d) Responsible Research and Innovation
The idea of a human-like computing system can call up dystopian visions, but it is important to
consider that such systems would be more socially desirable than those available currently as they
would be able to explain themselves and thus allow hybrid working. However, any research would
need to be set within the responsible research and innovation framework considering the
technologies and the social context and understanding that social context so this question needs to
be considered in parallel with any research programme. Points to consider include:
• Should society be involved early on in the research?
• Consider the establishment of ethical panels including members of the public (as is done
in psychology departments)
• Design should be gendered and avid the ‘whit, middle-class male’
• There is a risk of reducing heterogeneity, this must be avoided.
• Privacy needs to be considered as the system will be working in close interaction with
humans
• Teaching without teachers: this might be a positive in other cultures
• Consider the technologies in the social context and understand that social context.
• Creating autonomous agents.
The system as a slave?
The systems being discussed are more than machines for decision support. They are being
envisaged as autonomous agents acting as cooperative partners. The question arises: should a
computer work as a slave, a tool or as a human substitute?
Whether a slave or an autonomous agent flexibility and creativity must remain at the heart of the
system.

(e) Possible application areas
To inform design it is worth considering what humans can and cannot do well.
What humans can do well
• social reasoning
• common sense knowledge
• inferring intention through movement (non-verbal communication)
• operating in the presence of exceptional circumstances and changing heterogeneous
contexts
• Coping with change, adapting and learning what is good
• Understanding a semantically complex world
• Using sensory information to guide actions
• Risk-taking - exploring and exploiting reward structures
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•
•

Learning from few examples
Lifetime learning

What humans cannot do well
•
•
•
•
•
•

Repeated tasks (especially complicated ones)
Boring tasks
Tiring tasks
Sustained attention
Prediction of outcomes of actions
Coping with complex, uncertain and rapidly changing situations

9. Conclusions
The two days of discussions had generated many ideas and probably more questions than
answers.
It was clear that to succeed an initiative to develop a human like system would require a
multidisciplinary approach bringing together the IT, psychology and social sciences communities.
However it was also clear from the discussions that the various communities’ views of each other
and the state of the art were out of date. More work would be needed to facilitate discussion
between all the disciplines if progress was to be made.
Professor Wahlster urged the communities to take action as the UK was ahead of the USA in this
area and we had a solid background in the necessary AI research.
Summarising Liam Blackwell (EPSRC ICT Theme Lead) said that we needed to start building
communities and to understand the state of the art on all sides. Pursuing the research goals also
needed to be done with care, bearing in mind the need for responsible research and innovation.
Any research programme would need to set out the benefits as well as allay fears.
Finally, he stated what everyone realised: this would be a long haul - not a five year programme.
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Annexe 1
SCENARIOS
Four scenarios were explored in some detail as a route to uncover some of the challenges in
developing a human-like computing system.
The first, “Childlike situational reactions” was based on the example given in Professor Wahlster’s
talk. The second took as its starting point a proposed “Physician’s assistant”. The other two were:
“Replacing the 2nd pilot” and “A training system”. There were also a number of application areas
considered in less detail.

1. The Physician’s assistant
This would be a multi-agent system involving: robot, softbot, doctor, patient. It would need to be
teachable. It would go beyond the current capabilities of telemedicine systems. The system would
need to be able to hold a dialogue with the patient and the physician and this was the key feature.
It would be co-located with the patient and the doctor would be distant so communication will be
needed between all three.. It would need to ensure that any plans were comprehensible for
humans - how would a machine do this?
Ethics and governance would be important considerations.
It would need to carry out a dialogue and so would need intelligibility, flexibility, control and mutual
comprehension. It would also need to negotiate, converging on shared ontologies and
vocabularies. Identifying the critical points in the process where help is needed will clarify what we
mean by ‘human-like”
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2. Childlike situational reactions
PRIOR LEARNING
Supervised learning
Heterogeneous data/situations
Play

OBSERVATION
Attention
Detection (saliency)
Affordances

INFERENCE

REASONING

Signalling
Communication of goals

Activity recognition
Change of representation

PLANNING
Collaboration
Interaction
Plan recognition
Negotiation
Ethical constraints
(friendliness/familiarity)

Improvisation
Interpretation

ACTIONS
Applications

Execution

FEEDBACK
(on actions)
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Overarching challenges
Online/realtime
Integration of techniques
Tying together knowledge bases (multimodal)
Communication
Goal invention/detection
AI Areas

Psychology

Robotics

Social psychology

Machine vision

Social signal processing

Speech

Observational learning (+ animal cognition)

BDI agents

Developmental psychology

Play

non-verbal communications

Machine learning

Situational awareness

Automated reasoning

Sensory motor perception

Planning

Attention

Multimodal communications
Overarching behaviours
Adaptability
Intelligibility (understanding)
Intentionality
Feedback (continuous)
Awareness

16

3. Training system
Education is a good application area as it touches on so many human issues.
The goal should be to allow training where there is no human expert, or a lack of time or resources,
for example training for job interviews.
The research would need to develop tools and representational systems to capture the features
that affect training such as culture, individual differences and to carry out observational learning.
It would need to have:
• Multicultural interaction systems
• Knowledge representation systems
• Ability to read the emotion of the interviewee through, for example biofeedback from
wearables as input to the system (and be able to make sense of the data)
• Comprehensible inferences and tools to understand the training provided
• Credible, non-verbal communication that interacts at the right moment.
There should be a focus on the ability to carry out the short term repair of representations and
decisions under time pressure.
It should be an assistant working for the teacher and supporting the learners and it should learn
from both of them. It would need to be able to deal with the diversity of teachers and students.
The disciplines needed for this area include: education, psychology, design and machine learning.

17

Annexe 2
Application areas
(a) Creativity
Creative people are not happy. They are annoyed with the world and want to change things. A
human-like computer should exhibit perhaps some of these traits and make problems and be
disruptive, sarcastic. They could also show wit, be cheeky or annoying. Computational annoyance
or impatience?
Human-like computers could also set their own goals or discovering problems.

(b) Other topics
Robot companions
This conjured up dystopian visions but maybe a robot companion was better than no one at all.
The design would need to consider whether the robot is a friend or offering manual assistance.
Such a robotic system could be a conversation partner as well as recognising emergencies and
sounding alarms.
Related to this could be the design of systems that would enable people to spend more time with
people.
There was a possible application as adolescent mental health support - there was a role in
supporting human counsellors. This would need a companion with the ability to make emotional
connections.
“Find” engine
Something that finds what you need not what you ask for. This would need an interlocutor,
something that knows more and can enter a social dialogue. It would need to present complex
material in a way that shows awareness of the knowledge and context of the recipients.
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